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At this point on the timeline for machine learning, most 
opportunities for ML solutions in an organization still 
go unidentified. Perhaps the organization doesn’t fully 
understand the technology and how and where to apply 
it. Or business use cases haven’t been fully researched and 
validated. Or ML projects just aren’t a priority — although 
they should be, given the efficiency and intelligence 
ML brings to an organization’s data and workflows. 
Unfortunately, for these same reasons (and others), many ML 
solutions that are implemented are poorly developed and 
don’t perform as intended.

This playbook gives companies a framework by which to 
identify opportunities for machine learning throughout their 
organization, and to then plan and implement ML projects 
successfully. 

For engineers, managers, and domain experts, it is a guide 
to help navigate the process of identifying a potential 
machine learning solution, executing a project, and 
managing the outcomes of the project.

Defining Machine Learning
Machine learning is best defined as the ability to learn a task from prior 
data without the task being explicitly programmed. This process of 
learning involves observing examples from data. Through the process 
of optimization, an algorithm can derive the set of instructions 
needed to perform a specific task without explicit instructions 
provided from a human. There are actually various methods of 
learning within a machine learning model.

Supervised learning
In supervised learning, an algorithm learns to “predict” based on 
prior labeled examples from a dataset. Labeling is often performed 
manually by a human annotator. For example, a model utilizing 
natural language processing (NLP) might rely on a human annotator 
using an annotation tool, such prodi.gy (Image 1.1), to interact with a 
string of text in a dataset.
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Introduction

Image 1.1 (Source prodi.gy)
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https://prodi.gy
https://prodi.gy


If the desired outcome of a machine learning model is visual, a supervised 
learning method works best. In this approach, the supervised process 
begins by an annotator drawing bounding boxes to outline the desired 
selected object. The result of this annotation is that it trains a model that 
can then take an image or video feed and identify elements (Image 1.2).

Image 1.2 (Source: coral.ai demo)

Unsupervised learning 
Another type of modeling approach is called unsupervised learning. In 
this type of method, the algorithm does not require explicit examples, 
supplied by an annotator, in order to predict a certain task. Instead, 
based on observations from unlabeled data, the model can infer the 
correct prediction. This process is illustrated in simple form in Image 1.3.

Image 1.3 (Source: stanford.com)
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Which method to use?
The type of machine learning method you use depends on the 
problem your organization is trying to solve. In most learning tasks — 
whether vision, natural language processing, or unstructured text — 
labeled examples must be provided to the algorithm, which enables 
the algorithm to learn how to make a correct classification.
 
In cases where event occurrence is highly rare or difficult, an 
unsupervised learning method can be used. The advantage of 
this method is that it avoids the need to label data. However, the 
potential challenge of this method is a tradeoff in performance.

https://coral.ai
https://thedishonscience.stanford.edu/posts/clustering-breast-cancer-data/


Process Mapping
Before identifying a problem to potentially be solved with machine 
learning, it’s important to map existing workflows within your organization. 
This process mapping lets you create a visual graph of all workflows 
organization-wide, identify and understand each step within each workflow 
process, and then begin identifying potential digital transformation 
opportunities for each specific workflow.
 
In many cases, organizations can implement ML to automate existing 
manual tasks, or to augment the human ability to perform a task by 
making a workflow process more efficient. Using an Opportunity Solution 
Tree for process mapping provides a frame of reference for each available 
opportunity and its association(s) to other workflows that could ultimately 
benefit from machine learning.

Opportunity Solution Tree

Data Identification and Validation
Once a problem and potential solution for machine learning is identified, 
sources of data relevant to the problem must be found. (It’s best to work 
with your IT team to determine where these sources are, whether on 
premise or in the cloud.) Once the data is identified, an initial assessment of 
the data can begin.

 • What does the underlying data look like?
 • What is the overall quality of the data and could it be useful? 
 • What features are being collected? 
 • What is the overall size of this data? 

Answering questions such as these provides insights into the rest of 
the machine learning lifecycle. In addition, answering further questions 
regarding the rules for how your company secures its data will guide the 
data aggregation process.

 • What are the policies and procedures for that data?
 • Does the data contain sensitive information?
 • If the data currently resides on premise, can it be exported to a    
   cloud environment?
 • Must the data remain on premise?

These preliminary findings can also provide initial validation for your 
machine learning project. For instance, when the data source is rich and 
easy to aggregate, it can provide early validation for the project. On 
the other hand, if the data related to the problem/opportunity you’ve 
identified is scarce, difficult to aggregate, or “too noisy,” then the machine 
learning project you’re proposing may not be feasible.
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Outcome

Opportunity OpportunityOpportunity

SolutionSolutionSolutionSolution Solution Solution Solution Solution Solution

ExperimentExperimentExperiment Experiment

OpportunityOpportunityOpportunityOpportunityOpportunityOpportunityOpportunityOpportunityOpportunity



Data Aggregation
For any machine learning project, once the data identification process is 
complete, the data must be aggregated. Data should be consolidated and 
stored in an environment that makes it easy to mine, analyze and train a 
machine learning model on the data. Methods can vary for this process.

In scenarios in which the data being used is sensitive, for instance, it would 
make sense to host the data on premise — although many companies 
in industries that maintain highly secure information are already moving 
such data to the cloud. In other cases, organizations will always prefer on 
premise solutions because they feel it gives them more control of the data 
they maintain. Increasingly, though, organizations with an eye on ML are 
turning to cloud environments for data aggregation because the cloud 
provides easy access to data, on-demand scalable compute resources, 
and easy to use databases for exploring datasets.

Most likely, the data policies of your organization will dictate the 
environment and data aggregation method you use.
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Data Exploration, Cleaning and Engineering
Once data is aggregated, the data can now be explored. This is known 
as exploratory data analysis, or EDA. For an ML project, the EDA process 
enables your team to study the underlying characteristics of the data.   

• What are the features in the dataset?
• What is the distribution of these features?
• How large is the data?
• What is the integrity of the data?

These are only a few of the many questions EDA helps answer in the effort 
to inform the rest of the machine learning lifecycle.

Clean data
Note that, throughout the EDA process, data might have to be “cleaned.” 
This can include removing unnecessary elements or standardizing the 
format for a certain feature. In addition to cleaning existing features, 
entirely new features can be engineered that derive from existing features, 
which can prove useful for your machine learning model.

It is important to also note that cleaning data is the most cumbersome 
process of a machine learning project. On average during a project, a data 
scientist spends anywhere from 40-80% of their time on EDA type tasks. It 
therefore is critical to allocate enough time and resources to this portion of 
your project to ensure the data is well understood.



In addition to exploring and cleaning the data, this phase should include 
other considerations, as well. Again, in any machine learning project, your 
team should create a well-defined test and validation dataset. Such 
datasets help determine 
if the ML model will work effectively 
in real-world settings and not just in 
a sandbox environment. Your project team will have to determine a method 
to create these datasets. 

The data will also determine the compute 
resources needed for modeling. In modeling tasks related to unstructured 
text, vision, image or audio data, GPU resources will be required to train 
a model. In problems related to tabular and linear time series data, CPU-
based computing resources could be acceptable and more affordable.

Defining Project and Success Metrics
Based on the exploratory data analysis of a dataset, the machine learning 
project scope can be defined. Your project team must assess if the 
data provided can be used to solve the defined business problem. This 
assessment varies for each business problem, and the business problem 
determines the success metric.

In problems where a high tolerance for misclassification exists, a certain 
set of machine learning strategies must be deployed in comparison to 
problems in which there is a very low tolerance for misclassification. Various 
metrics can be used to define success, including accuracy, precision, and 
recall. Once a target is established for the metrics, the machine learning 
experimentation can begin.
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Image 1.4. A diverse dataset of various types of stop sign examples gathered for annotation

Data Labeling
In supervised classification tasks, data labeling is required. Data labeling 
is when a human manually curates a label for each example in a dataset. 
For example, a deep learning model designed to detect stop signs will 
require previous examples of data in which images with stop signs and no 
stop signs are defined. In order to meet this requirement, human annotators 
must manually label each image with the classification of stop sign or no 
stop sign (Image 1.4).
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In supervised machine learning tasks related to time series, an annotator 
might need to identify specific events within the time series. (P-F Curve, 
Image 1.5.). In time series data used for predictive maintenance tasks, 
an annotator may need to identify P i.e., the change in the condition or 
performance of a machine, and then F i.e., the failure event for the machine. 
Once these events are identified, an ML classifier could be used to predict 
similar occurrences of these events in future time series data.

Data labeling is a time-intensive process, and decisions about who should 
annotate the data will need to be made. While outsourcing services are 
available to annotate simple tasks, certain problems might well require 
deep domain expertise from resources within your organization.
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ML Algorithm Research

Once the data is curated and understood for a machine learning 
project, start gathering research to inform your project team of 
current, innovative techniques for similar problems. Most machine 
learning research is published on arXiv, a free repository for academic 
papers maintained by Cornell University. Research papers can be 
easily organized using a research annotation tool such as Mendeley, 
which allows you to also share and discuss papers among your 
project team.

In addition to academic research, data science blogs and websites 
such as Kaggle let you study open source datasets for similar 
problems and view solutions to these datasets. Such datasets can 
be helpful in informing your team of various model techniques they 
could use for the given problem. Once the methods for modeling are 
understood and the data is curated and labeled, the training process 
can begin.

ML Training and Tuning
In the machine learning training process, the dataset is ingested by a 
machine learning algorithm. Training is defined as when the machine 
learning algorithm generates a label for each row of features in the training 
dataset. In each iteration, the generated label is compared to the true 
label, which is known as the ground truth. With this comparison, an error 
score is measured for both the training and validation dataset. 

Image 1.5  Specific events identified within the time series

https://arxiv.org
https://www.mendeley.com
https://www.kaggle.com
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In this next iteration of training, gradients are determined to inform the 
model how to better correct itself in order to improve. This process continu-
ally repeats until there is convergence, which is defined as when the model 
does not see additional improvement in each iteration of training. A data 
scientist may tune “hyperparameters” for the model before training. These 
hyperparameters affect the model’s ability to learn from the data. Much 
of the training process is about determining which set of hyperparameters 
deliver the best results.
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Be cautious of overfitting
The most important thing to account for in this process is the 
potential for overfitting. This is when the training error score continues 
to improve while the validation score worsens. This implies that the 
model is overfit to the training dataset and will not be able to perform 
well on other data. In scenarios where overfitting occurs, using new 
modeling techniques and acquiring additional datasets should 
be explored. When the model meets the success metrics for your 
machine learning project, the next phase of the process is to deploy 
the model.

Latency, util ization, and data policy
The three most important factors in determining the type of development 
are latency, utilization, and data policy. In machine learning projects 
that require very low latency or where data privacy is a concern, edge 
deployments are ideal. With edge devices, the machine model is deployed 
to the local environment on specialized hardware designed specifically 
for machine learning. By being on-site, the model can provide inferences 
much faster, while the data is maintained in the local environment to ensure 
security and privacy. Several recognized vendors provide edge device 
platforms, including Google, Intel and Nvidia.

In cases where utilization is high or data policies are more lenient, a cloud 
deployment could make more sense. By utilizing a cloud deployment, 
compute resources can dynamically scale based on the usage of the 
model. Using Kubernetes and Kubeflow makes it easy to manage cloud-
based machine learning deployments by automatically scaling your 
deployment from a few predictions a day to models that make billions of 
predictions per day. The type of deployment must be carefully considered 
based on your project considerations.

Model Improvement and Sustainability
Once a machine learning model is deployed, it is important to monitor the 
deployment and continually make improvements to the model. Additional 
datasets can be created to retrain and improve a model. In addition, a 
deployment may require frequent software updates to ensure the model 
runs reliably. Refining and improving the model deployment should be an 
ongoing process driven by objective data captured in the workflow process.

ML Deployment
The deployment of a machine learning model into production is a 
challenging software engineering problem. How the system is deployed 
ultimately depends on the requirements for the project.
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Hear More, Learn More...Contact Us

Machine learning is no longer the future of how organizations 
will function. It’s how organizations and their employees are 
operating more intelligently and efficiently right now.

We’d like to hear where your organization is in its machine 
learning planning, and share our knowledge of the ML solution 
process if you need it. This playbook is just a first step. If you’d 
like to learn more, contact us.

www.clearobject.com/contact
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About ClearObject
ClearObject is a digital transformation leader in Internet of Things (IoT) Engineering and 
Analytics. As IBM Watson IoT and Google Cloud Business Partners, we deliver global 
embedded software development environments for our customers, and design and 
deliver unique data analytics digital products that help them recognize the value of their 
data. Our objective is clear: help the world’s best companies build intelligence into their 
products and gain intelligence from them. The future is clear. Do you see it?
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